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Abstract:
In recent years, multimodal large language models (Multimodal Large Language Models, MLLMs) represent-

ed by LLaVA and Qwen-VL have achieved remarkable breakthroughs in tasks such as image understanding
and visual question answering. However, the prohibitive computational and storage overhead brought by
their billions or even hundreds of billions of parameters severely constrains the feasibility of on-device de-
ployment. To this end, this paper adopts a systematic literature review methodology, retrieving and screening
68 core publications from six major academic databases spanning 2018 to 2025, and provides a panoramic
survey of the MLLM knowledge distillation technology landscape. The study reveals that knowledge distilla-
tion has formed three core methodological categories—response, feature, and relation distillation—and has
given rise to emerging paradigms including visual encoder distillation, cross-modal alignment distillation,
and end-to-end instruction-tuning distillation. Quantitative analysis shows that LLaVA-MoD (2B) achieves
95.5% of the teacher model's performance on ScienceQA [20]; TinyLLaVA (3.1B) achieves 51.5% on Text-
VQOA [46],; and MobileVLM-3B achieves 59.0% on GQA with only 43% of the parameters of LLaVA-7B [41].
Overall, knowledge distillation has become a key enabling technology for on-device deployment of MLLMs.
Nevertheless, how to strike a balance among cross-modal knowledge preservation, heterogeneous hardware
adaptation, and extreme compression efficiency remains a core challenge urgently to be addressed in this
field.
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R IETERRERi it [16][42]. SR, B2 HAl, % 11H R MLLM [ 2808727 2 KRG AR EE,
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(=] A 2753 TAE, Gou &5 [35] 58 A AR ZE I 77 e A B, Moslemi 45 [18] A ZE M A M.
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HRTE TR S RS 2800 MU gl 8 IR 48 S5 im B im i mAL T B WA G — oW HESE . 2 SCHRWTR: 52
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rrrrrr SHEEATEIE] GouKDEA(35] M3-Embedding EI71[11]
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2 fiR KB E I oA & (2015-2025)

2.1 MER TR STk

AW EE R G SR IR U7 8, T 2024 4 9 H % 2025 4£ 1 H W8], 7£ Web of Science.
Scopus. IEEE Xplore. arXiv PA Az A [ &1 ® (CNKI) F1 75 5 B4 B b S il 2 % K6 R, B
#2018 & 2025 4F K £ 1 SCwk. TE K &R K A AL % 0 A

nn

nn

model

"knowledge distillation
compression""multimodal large language model""vision-language model""efficient inference"; ' X # 2%
I FEI 8 " R0 " T IR ™ S B IO " e B R DU E R IF . o A A
e R, M T AR EHEKZEI: ("knowledge distillation" OR "model compression”) AND
("multimodal” OR "vision-language") AND ("LLM" OR "foundation model"), F4# L 5| SCIE #i 1L K #E
AT RN TR [18][35].
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H1 408 i I SCiik; 28 - FSiE it DOI 5 bR 25 BRI A 272 Fis 5 =40 B G S BF 70 38 M o b
HMEEHRE 136 f; BIRAS UK ST XIZB R AMN 68 . NI OFEMINAEHK
MLLM JE4i; @KFRTFEATIFHEHFIEINA UG ORISR d K. HebrbriE: O 2%
OV QBIRAEE; @ Z FATIFH WA (arXiv fR4h, 7551 HXE =100 [9][25].

2.2 SrHER S RRE T

AR ZALEERITRA 0T BRDRESE, KA (AR FRE / XRZEWE b
AR (B N MBS E LSS BRI /SRS HEAT 2K [91135): M s 4ERE, HlgE
Mot A2, USRI . SR8 25 3 5 0 Bt 28 T SR 0 2% R 181250 B RV R4 B, A 2R AN 53
Hinton 5§ [2] M HARZE 2518, 28 FitNets[8] FURFAEZETH, 21 [n] MLLM [ 85 AR A Z8 TR I R R T i B 42
[35].
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R SI R ), PRSI HIREE N AR I E S5, W Gou %5 [35] 471k 51 A B 3800 X,
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3EMRAZKIBRARKRE A
3.1 FIRZE TR AL A [ B

HRZE T S A AR R UM - 22 AR HESE, AR E AR MR v R " . (AR R
A2, XHE AR " R S HOR &, T2 BUMA A R 2 ) AR A ) T 1 SUE L (2]
FRR BT AR B FR I E IR, A IERT R A = BR S . Fo—, i 228 TR I A% /O B A2 o 2T )
# i )5 — 2 logits Fi IR EZH T GEBE 3~20) BATHEREIL, EALE A4 B DL KL 8% R
HAR R EHEAT AL ——T BOK, MR, RIBE AR B T s [2][17]; H =, FRIEZE0
RN X 28 RS, 2R 2 AR AR 4 5 v (8] 2@ 1T UM I BRZ 0% - Romero %5 [8] 7E FitNets H13656 5| A
"R R " MRS SR I AE AN ) B B N 4%, Zhang £ [29] iR NP O REAR S R 5 A R 45 R
SEREMAR TR, RAZMLIBFEARNR SR, Lin % [B1]#£H 2R EEMFIRZER, M
T 7T 2% B 5 R A S5 E IR G AR BB RN, A AR AN T HORLEE VA R UK . Fu &5 [34] #é ) LRC-
BERT, @I & /e R4 L2807 B 2AE 5 AR5 L Siil 7 s dus s, uEsl 7 xT e ] 58ma 6
A M. Li %5 [25] gsidda i, —2RARWMITVEEAR TS LA, SEbr N A 2568 H B
AR B EROR

WIS EARLRTE, ZARAAE AR A T A B AR TG [ HUMRE T 24, T £ 4 248 U
FEVFITAE VRN, AHEAZHE [17]. Gou &% [17] FESLEEAl bk — B3 th 1 IE % 3 55 s it 4 55 AH 45
IR AHESE . R FUT AR DU f RIS, 2 B0 RWNIE T E —— FHfUESF [4]
BVt 7 — Al S B T P LA, e P e B 2 AT A ST RE AR R S T 7 A% M R ) A% 2 5
&, ANERINR S 22 FEAL 2R & S A 5ok B AR UM I TLAMS 2o Tian 55 [22] i B4 24 K1k 5
R HEREBE LI HERE B8 110 #%, Pan 55 [38] $2 tH Meta-KD HE 42 SE IS U 1) AR 2T # . L4k,
BYR S 2B RN A H 25 %2 B FA:  Muralidharan 25 [15] 3F BIBE A BB A AU A AL 3% Il 25 K4 Y
FIIESE MK UITZRACR . LLM-Pruner[62] F1 Wanda[68] 73 5l 45 R4 A0 BY b AR 4540 A0 BT A AR R 7K
PR 4 %42 Ganesh 45 [32] M1 Xu 45 [28] RE L 45 | Transformer K4vust, fif HVER b 24408
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PR X FE K2 MLLM ZE1R O RBEIA T o SRR D ST R SERFAE WS 25 98 5 A f iR\ 25 1]
AR T 7 W OR AR B ) SR R E AR B BOUMABL L O SR 5 . Chen %5 [27] $2 1) LION HESE, i@
RESUZ AL SE SRR R an Ty + 43R 18 S0 150 MLLM B8y, HZRTRRIS/E M S dmid 2 5 HE 2 2
()57 1 BB TE AL B AL . Weng 45 [6] $2 HH FS BES 28RN BREA BTG 5 AR 7k, s
VQA BB IR EZ IR F 5, iR 1SR ZME 215 5 X5t A Rk

PSRRI BIAZ O S AE AL RRAE GESL. mgEikE) SiBFIFE (BB 8 RS .
LA 71 B = RS R R RRAE R 5, B 2 M Bk MLP #5522 W AL R AE WS 2
15 5 i N2 (], BLIP-2[54] ff) Q-Former I LLaVA[S] FI £k PE# 2R & R EITE, KBH
DTS20 PR S A SV 75 S0 A/ R 2808 H bR, EVA-CLIP[42] ZE ML - SCAVE B Syt 5% FHUS T 525 0 s
Pz 2208, R CLIP[3] =0 B SO0 bbb 2 29 78 AR i A vp i S — B0k [26]. XA — MRS
B BANE 2 CE B RTHE 25 Chen 25 [26] SLIR R B, #5 BOMRI [ & MG - 15 5 X A7 7R B,
HELTE V8 ZE R MG AT T, 2 AR AR TR 1) P A A JEL R B 0 #0052 PR - 2800 R 6 5% RAEAR » 31X — R
PERTAY BB R 2087 o, UK TN ZRR B 57 R BN B —— 25 T A & IR -
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3.3 LLM BF & IBSin2in 5%

%f MLLM 1M 5, LLM ‘B T2 E L R R R 00E S R REE S, SO REE s
MEZASHE B RS B . Shu 25 [20] #2 1 ) LLaVA-MoD HEZE Jy b4t 7 — AN S R PR IR fif vk 07 6 ——
GAERLEFG IR A5 % (Mixture of Experts, MoE) Z5#J#r N/ MLLM, F-% H by Bk 202808
ST RALAE - 1B SRR, PSRRI ARG RE J1. M SZIEIE A, 1% 2B BEAULE ScienceQA F:ifk E
HIUHERA 2R 0T 7B R 95.5% XERESHERFWEARR =2 —WFEE, BREEHEEGE L
R4 [20].

MobileVLM[41] % F A [ 8 42, 3@ i %% & 10 22 #) 32 1T (MobileLLaMA & ) & X 75 1#,
MobileVLM-3B 7E GQA A% 59.0% #Eff=R, HAZOQUHTE T4 82 shim Bt 7 B a4k T RFF
% (LDP) , ¥4 5 Token R 576 JE4H % 144, KIEFFK T LLM B T HIiHH 40, TinyLLaVA[46]
M AR WAL 3 T — /MU R B A5 B H12 / MERIERE DS R IR SR, MRk
FEARFIBR RS EAE L E . Zhou £5 [46] 781X 3.1B S H AL 1 k.00 0 1% i i R I 25 42 F AR
)RR, TextVQA 1343 T+ % 51.5%, ScienceQA Bk F| 69.1% Ja# Ol T S8 N H
A5 LA B 7B M AL . MC-LLaVA[47] it — 4 th 2 o Jf il et 5 B2 A AOE R 0, 76 2B
SRR SIS 7B R AT H R AR BE /). MiniGPT-v2[49] RS —# 0, Wi %Rl
PSP 2 AL - B S AT 5 14— 4b 3, TinyGPT-V[50] UI3&E i 4 M BN 25 5 W 6 % 2NE - (Phi-2 2.7B)
R MLLM, X% TAEILEZRI, LLM BT 28I BR B 26 1 E N — B s is & m [ 3E st +
BHE & + VGRS | LiA R

Uity 1] ity 48 A PO 28 1R 2023 4E LUK 07 M) o &6 R R AL 0 MLLM. (i GPT-4V[52])
AL R R TR A - W A, XA BRI SRR AR A, AR R " BEAE TR " (Data
Distillation) . X — 3@ 2 &% B 1% IR /7 0 015K B Liu 25 [5] #) LLaVA R %1): B 5t & o1 B) GPT-4V
H A R4 15.8 J3 2R i B 2 HEBE . A5 7R 5 0 AL 8 A FEA, LA I ZR10 LLaVA-1.5-
13B 7E .45 VQAV2. GQA 7E PN 1) 12 Tji & i v 4> 1 68 Bk 1 5] 3 & fL 77 ¥ . ShareGPT4V[48] it —
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NG G OB AR AR 120 U7 2% i B B SR IA, R SRS 1 AR AR AR A ) R 40 Y B R RE T .
InstructBLIP[55] M58 UE | 482 T80 /£ 38 FH AL 15 5 1155 2 LR /). LLMLingua-2[13] M$27R K 45
A FESEIEAR 2808, FIHSUA BN SO RAE S A, 4 T 48R0 . Chen 55 [37] #4248 B
TSN A, SCEL T GBI M AL, A AR B MLLM (178 RSt 1
Z%,

3.4 FE QUBRIZRIE N A ShE R 48

FIRZTRAERE 8 U MLLM #035  e BLH SRR B o Sun 45 [19] BB % 2] SRR RS &
P 3 FKD-Med HESE, FEARY 7T B0 BoORA 1 A Bof SR s 2 MG - BIRE B i i Ak . Li 55 [36] $2HH 5
RS2 22 EUG 0 BN I AR £ HL 288715, 7E CT-MRI B ZS 5 F b 1 6 Bt B i, B0 4% (7]
WAL T -OTDR G UE 540 HE, Liu 55 [21] FIHRIE 5 BIAYHE 342 5 2 ST 18] 5 41
RN, SR T AR T IR AR B B S I 4 T SO AT 9 7). Chen 5§ [39] K AR AR T A
IS, T AFAE A 2808 AR DA FHAR FEA Y (72 AKRE 7. Wang 55 [40] DU SGyEAR Y & 4 v 1)
FaRARYT R, $RHZ SRR N R AR . 5412, Elhenawy 55 [23] # MLLM 5|
NIRAT R A (TSP) GG, KB I K46 1%/ MLLM 1 G i Bh A ve HE B 25 tH B
B SIWEAUR, ARG AR I 25 S U T e N AT T .

ZEN S HoAh s 4 R P R R H 8 E 2 . 55 [33] $2 HH PQKAEZE, K BT A Bk AR =& Wb ],
NG & ZEERERMRA TR, EEMLTTH, AWQ[60] $& HBG B AN E £1k, GPTQ[61] 3K
T A R T G R RS R 5 5 AL, LLM-QAT([67] U452 H T B0 B AL B I 45 05 vk, IX e T
VEXI ] 578 H AR LLidE— 4R THEAE % . QLORA[65] K & SIHGE L As &, 7E 4-bit B Nl
RO, NZRE R B SR AR AR AL T R 4E 42 . PB-LLM[63] #£% 1 #7> —MtAL KB S AL ]
171, KBCE R AR IR . EE AR A ET, RESE [1] 4% Long-CLIP 578 MAHLE G H T 215
AT BRI, S5 B S R B AR R G /N — 2SS HEBRFE I gk a0 2 7P, AR I F1AE R R AN
0.01, Ay SCHEAS AR 5 1) o 3R H2 it 7 I 47275 [1]. M3-Embedding[11] K H 51iR 218 5t
—ZWEE ZRESCRRN, SCREEIT 100 FE 5 15 X R Xiao 55 [10] Wi 744 B4 2] 2818 L
i, SCFRRASF 2L R A P ARG . R IR SEERIB R T — NME M BRI B k4. R AR AT
AR TTIEICRARAL T30 9 A P AR D ) R 2R 28T S S5 M BT I REK . ZR TR S5 I 25 5 AL R
DA KBS WA IR 2 = 25 AT IR 2R, TR T 2 4EFE P [F) R 45 (P BTA% IS

4 SRt 51TiE
4.1 MLLM B8 77K E Exftt

HNERGIHE AR I 5 R TR, £ 1R TAARNE MLLM 78 E e EATERET .
# 1 R FMRE /M MLLM M g 3t

VAR ZE ScienceQA  TextVQA GQA MMBench T 4 S W% H b
LLaVA-1.5-7B (#Uifi) 7B 66.8 58.2 62 64.3 — [5]
LLaVA-MoD-2B 2B 63.8 — — — MoE-+ it 7515 [20]
MobileVLM-3B 3B — — 59 59.6 BESMwIE [41]
TinyLLaVA-3.1B  3.1B 69.1 51.4 60.3 — Bl i + gkl [46]
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MC-LLaVA-2B — 48.7 57.2 58.1 LR + BRIk [47)

MiniGPT-v2-7B — — 60.1 — G5 — 5 A MOR [49]

TinyGPT-V-2.8B — — 33.6 — BB + AR [50]
7F: ScienceQA. TextVQA. GQA. MMBench B UEHIH (%) o "—" R JAUE AR A 2R BURRIRE b 56 3.

MW RI W, &M S R E A TTAAE 2-3B ZHONERT AL F] 7B ZUME A 60%-95% HIPERE K.
TinyLLaVA-3.1B 7£ ScienceQA ¥ Bk | ZMi 4 LLaVA-1.5-7B (69.1 vs 66.8) , K HIHE b1
RAL TS 7> A2 S 508 22 0 [46]. MHAAEE R Z, TinyGPT-V-2.8B 7£ GQA F{UiA ) 33.6%, wfkT
) 5 2 BOMAR i FAth ik, 00 W SRl 4 /i T AR T G = A R R A S 2 S EUR B MERRIE 1k [50]. R
[) 5 5 B3 AR B8 A2 A7 AE HLAME: LLaVA-MoD {l] 5 MoE 45 #7573 [20], Mobile VLM ] 8 224 ¥ 11 [41],
TinyLLaVA | 5 1)I| 25 50 [46], MC-LLaVA Il 5 5t gw s #5 4 [47]. MMBench[58] #1 POPE[59] %5
FEUER BN MLLM VPG 34 T S AT 4, A B TR AR R IEEL 6 248

REISE T T 2 57 -

2 MBURARAE 4 B3 b = 26 2l K48 7 vk A2 MLLM 3 3% T B9 2 /] o

AR AR
TR TR
KERE R
KA RANKR

4.2 FARPRER D

ML fi 38 R RET A
LLM &+  SEPLfE . JIZtsE iéiggﬁé Hinton[2]. LLaVA-MoD[20]
ﬁéﬁﬁf TR B P RS T 5515 ﬁ?&f";@ﬁﬁé& FitNets[8]. LION[27]. TinyCLIP[44]

ARSI RS A AR T TR R Liu[31]. M3-Embedding[11]

SRFBHERAR AL
J\gFeREtE

~0— IEREE
HERR
- XRER

—

- °
—

TR

4 = K EM 7 E RS AL

MLLM F1R 78 P I i =42 1 (4% O o

A SERMIPEREER . PUTD e RS e sk i (i VIT #iHE 1Y 196768 [F41) , 1B &R N & BiE
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NF'5 (A JC embedding) , W 3 75 28T FIRFIE XS SEAEAEA T R AE . I0AG $652 )2 28008 )5 1 B RE 2 iR
HEFFASUUED, (B REASTE X — B M B = S AR 15 [16][26]1[42]. 45 R 78 TP iUe HE 3 47 5t b,
TR IR - 15 55 B A2t DA I 7 B A AR AE X 5 e BT A2 (91141

Uil A= 2R R AN DL JC 7 Sk 1) Bk R FE T 28010 5, A5 20T R FH Bt MoE &5 44 17 2% A= S 1 4% )
%, BT A VIT-L i =AU CONN, & 5% B R kB A sl e il
TP 558 2 45 FE. Shu 25 [20] 7 LLaVA-MoD H1 243 T MoE— /)N R (1 5 58 4y 28 180 3F BUAR W) 45
R, HE FH B A ZR A SIS S AT 2 . — S AT DAV IR SRR T Y SCBE E: Chu 25 [41] 1)
MobileVLM-3B (MobileLLaMA ‘& F) £ GQA {3 59.0%, 1fi Yuan %5 [50] i TinyGPT-V (Phi-2
BT, 2.8B) {UfF 33.6%, —HSHEAIT A ZEE 25 AN E 4 s Ma %5 [62] 7E LLM-Pruner 142 H
B " SEBIRIETY . BATREA " W EROT R, NGB R ISR T — SR TR B4R [15].

PEAG R R Ph: B MLLM $E44 £ ZAK i ScienceQA . TextVQA BT 5 br, SR [ S5
& -FLOPs- #EFLSEIR - PEAE | DYLERLHT )25 & PF A HEZE . MMBench[58] A1 POPE[S9] &5 T 3L #E
RRME T 2RV RE T, (BRI EA TR A R ERRIERTREE (R 1R .
TinyLLaVA Jyfjl, HAE ScienceQA b S HITHEM, (H TextVQA 1373 51.4%, & V&7 Bon
BEASAFINENGE ) BRI R 2 m A A K. WA B A0, Kaplan 55 [51] TS24 -
PhRE R OV AR F R RR A T RAFHI TN TR, (B L wmidds. S22 S LM &1 =414
eSS, ZERE NI A M A . i, W E MLLM 48— 20K - YRR R
FEVFAEHESR E Oy 2 %5 2 5 [91[18].

B bR PRARAL, RPN L ARAE AR AR T SR B AR B, Al e 8 Gen3 FISER A17
Pro Jyfl, #%3hi NPU 5 GPU WIS 7 SCRAFAE R & 2200, A8 AS I A A R R 25 18 H AR A (1
WAF T SRS ST A, R e DL ST A HE BN GE AR [151[33]. 53— & S B B 1) 1) L
TN ZRB Be 5 1 4 TR B BOG 28 1R 1K) 7 SR EGR AN H] i B SRIEAL T H AL SE - 15 5 X 55RETT
J5 2 JU) 55 O B T [ 465 A 55 (R BB T, XA P BUIR) 28 V5 % bR B AR 2293 3l it [51(20](55]1

AR R B DET) " RIER " ? BUESIES E THEAEHNES. B =M% 3B M
PRI GQA L (IR ILIEFIN L] U B: 283 G 0 2518 1% 11 1) MobileVLM-3B EXU15 59.0%.
TinyLLaVA-3.1B HUf 60.3%, ik = &1 X 28 1 5K 5 1) TinyGPT-V (2.8B) 1WA 33.6%[41][46][50].
Ja& 5T LT 26 N H 7> MR, ESHER 2 3B LU R R T, A 2R &
THARY, ZHEEYERE (Chain-of-Thought) %5 M HEHLAE /1 LR A B AR A1 [R5

S5HERERE
50 EEMHREAIM
AN RGBT 68 RAHICHR, X MLLM 1R &8 AR R BT T &m0 . BRI

B, AR ORI N R . RHIE AT AN ¢ R = %0 051k, JRAE MLLM I35 TR
AL G B A A . P ARLANS F AR TR i B i 1 O 2R TR A BE K (2119113510 = RITES A I
i B Z AR SE DL AT (8 oA E , IEM T LLM 5 T I548; FRIEAR MR Re R i s s 7Rl 30 @i T
IS PG R AR R R AR K IR RS A AR, (BRI EGR (R 2) .

B, EEXEEY, 2-3B S EE MLLM ik 3] 7B ZUMRER 60%-95% MITEfe (£ 1),
JENEAFE R &, Zhou 55 [46] [) TinyLLaVA {X#E 3.1B Z#fH 7 ScienceQA | LA 69.1% [ #EH %
S 7B T (66.8%) , 1X— " LI/NIEK " R GI1E J1 R R T I SRR S R A S U R 1 6
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BEVERH . SR1M, TinyGPT-V-2.8B 7E GQA AWk 33.6% HIREIE R, b= 4 RZEIE SN ) fa] SR A 4
e FETE MR IR [50]. 280, UM SER LA = A HOR BE 1R 2L ANES A [20][41][46] .

H=, A5 [62][68]. FE AL [601[61] 0 [F] 8L FH 78 B IR 32 IR 17 55t T B B3 s AN E.
PQK[33]. AWQ[60]. GPTQ[61] 55 TAFUER] | 2 Fl K45 BRI & A (A 2k, [ 2808 + &40 + i |
(1) =B B A I /K 28 IETE o Tl A 2 i sl i [1][15][33][641[65]-

52 RKMARRE

PSS M R B E R . DA A2 RBA R T, RRTFE G —HEs RS Z MR
HEZR, FRIRARAE - 15 5 A RRAE X 55 B B R B 1) 43t [16][42] .

F—MERRNRRE T F S B IE N AN BILEE L — NET)
FEME ) 2 i B BF YR P BR A0 L, 2R BN 7R R A AL TR T I e R SRS R A b
MobileVLM[41] N#% sl & [T 1) LDP #5285 AP AR 1 E0F B ZR M ar Tk, HRE R IE
" — IR ZaniER " BARMIEBORZE . 5 AR — AN LR i A Scaling Law /£ MLLM %
B RGRREM . Kaplan 55 [S1] fE40E 54 ERER S8R - tERERER R, AR
N HEEHTR A 2 ML A BOEEM LLM B T =AU S BRI L2 H AT RS
SAIE A1 203X — ol /. SR FCm N S/, TinyLLaVA[46] 7 ScienceQA Ik 7B #Mii AL Bl R = 1,
H OB T A Bl HES AN ZRIE J5 A7 T BE SR Scaling Law Jir FUBL 1 fE L FR [53].

HdE 780 5 R ZE AR (0 R AR A AR 2 . LLaVA 251 [5] FI ShareGPT4V[48] I Ih & W], &
Jo R B P Ay B B 5 M 28 1 . — SR MR B 78 0 T BRI BOR B4R 2 . BB ik A — AN UM
R BE A8 e SR R AR AR " AR =2 ", SR SRR A HNR I " AR " 0 IX OB B ) R A e B
W BRG] 7, A SR 2 T AE A 25 a6 —— e 20 B 228 UK & B 2 5 2 5N R G
Z£? Ye %5 [56] ff mPLUG-Owl 1 Bai 25 [57] £ Qwen-VL [JHf K S2k rh 35 & B, T k-5 30 A
B B B P 1) 75 SRABRANF] - B B 3 (R R A P2 A T LA 2 B 7 B B e A A B 4 M

W5 Ak 5 2808 B0 P A E BN Dok F s 4 s5 . AWQ[60]. GPTQ[61] &l 4 )5 Ak ik
MR ZRME R A N, B AR PR R AR 2, R A AR G ECRG B R . LLM-
QAT[67] HITEEHE AN Rtk — B BRAK T AL 2RI I £ 4088 [15](33]. LoRA[64] F1 QLoRA[65]
LSRR VA S R A A AR e, 2RISR A R Dl I R RS A — P & i R
155, SEl " 2808 + HOA " R BUR R LK

EHINN, ET MLLM ZE 130 70 00— A 38 AR E Tl R e i e . BRI 5, 2800 90 s
B UMY (Vi e s S HE R R . SUE AR T IR G B AL R AR B 7 X — 1] R [0 B A
VS EAAELRZ M . 5% EVA-CLIP[42] % 5 /7 B T WAL (0 s Th s 82, 45 A 3R 43 28 2% 55 A IR 43 Bt
FBL HHEANRBICRE MR 3 e i T A%

SATT S, MLLM KITRZKH IR 2 P NSS4 1) 2 BAS RE 1E R Ve s AR . ATy i
() [ 2RV — dUPF 2808 — s Bl 59k — RS 4E ] URSHER, UAETRIE [S8E -
PEBE - R ] EBEM AR, BENEETUERM M EHNBORIE . MRS RO R 2
TRPEERIR 5 7705 L ROE RS, A e IR R B2 EAE (0 37 55 v B IR TS 0 [12]35]
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